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ABSTRACT

Background. Breast cancer comprises biologically distinct intrinsic subtypes with different outcomes. Public GEO
cohorts allow reproducible computational classification, but small test sets, heterogeneous labels and information
leakage often inflate reported performance. This study classified breast cancer subtypes and clinical phenotypes
from expression data and tested whether subtype classification transfers to an independent cohort.

Methods. Four Affymetrix cohorts (GSE20685, GSE45827, GSE2034, GSE7390) were processed through a common
pipeline: probe-to-gene annotation, quality control, differential-expression (DEG) feature selection on the training
split only, and Logistic Regression, SVM and Random Forest classification (80/20 stratified hold-out), each against
its own available label. A model trained on GSE45827 with nested cross-validation (CV) was then tested once on
GSE1456 as an independent external cohort.

Results. Hold-out accuracy was 90.9-92.4% for six molecular clusters (GSE20685), 96.2-100% for four subtypes
(GSE45827), 70.7-79.3% for bone relapse (GSE2034) and 80.0-90.0% for ER status (GSE7390); in GSE2034 no
model clearly exceeded the 75.9% majority-class baseline. On GSE1456 (102 labelled tumours), the SVM selected
by nested CV (97.4% internal accuracy) reached only 48.0% accuracy (bootstrap 95% Cl 38-58; majority baseline
38.2%). Basal (recall 0.88) and HER2 (0.80) tumours partly transferred; luminal A (0.21) and luminal B (0.30) did
not.

Conclusion. Within a cohort, expression-based classification is accurate for subtype and ER labels but not for
relapse. Subtype classification did not transfer reliably to an independent cohort: external accuracy (48.0%) was far
below the internal estimate (97.4%).
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1. INTRODUCTION

Breast cancer is heterogeneous. Expression profiling resolved intrinsic subtypes [1,2] and the PAMS50 assay
[3] turned them into a clinical-grade classifier. GEO [4] provides many annotated cohorts, yet merged-cohort
studies must handle platform and batch heterogeneity [5], and high-dimensional feature selection performed
before cross-validation is a recognised source of optimistic bias [6].

The five GEO cohorts used here have been reused extensively, mostly for prognosis rather than subtype
classification (Table 1). The PAM50 framework underlying our labels was introduced by Parker et al. [3].
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GSE20685 was generated for microarray-based subtype and outcome analysis [7] and later served for DEG-
and pathway-based classification [8], and for training or validating prognostic signatures, including 4-, 5-, 9-
and 18-gene panels and aging-, hypoxia- and microenvironment-related models [9-15]. GSE45827 contains
subtype-defined tumours [16] and has been re-analysed for DEG, enrichment, PPl and hub-gene discovery,
and IncRNA expression [17-19]. GSE2034 [20] and GSE7390 [21] underpin relapse and 76-gene-signature
validation work, and were used for stem-cell-derived, phosphatase and PTP4A2 signature or biomarker
studies [22-24]. Cross-cohort studies examined merged-dataset survival prediction [5], PAM50-stratified
gene modules [25] and correlation-based variable selection with independent validation [6]. GSE1456, a
population-based Swedish cohort [26], has been used for BRD4, subpathway, insulin-pathway, RDGN, ME1
and serotonin-receptor signature studies and pan-signature comparisons [27-33].

Table 1. Role of the selected GEO datasets in the cited literature

Dataset Prior uses (references)
GSE20685 Subtype characterization [7]; DEG/pathway classification [8]; signature training/validation [9—-15]
GSE45827 Subtype expression [16]; DEG, PPI, hub genes, IncRNA [17-19]
GSE2034 Relapse and signature work [6,20]; merging [5]; biomarkers/pathways [23,24]; signature comparison [29]
76-gene validation [21]; PAM50 modules [25]; selection/validation [6]; signatures and biomarkers [9,22—
GSE7390
24,32]
GSE1456 Cohort [26]; merging [5]; signatures, pathways, predictive models [27-33]

Few of these studies combine multi-cohort integration, fold-internal feature selection, leave-one-cohort-out
testing and a strictly untouched external cohort for subtype classification. This work targets that gap. We
therefore (i) built a uniform DEG-then-classifier pipeline across four cohorts, (ii) reported performance
against majority-class baselines with confidence intervals, and (iii) performed an external validation on
GSE1456 in which no test-cohort labels were used for feature selection, tuning or model choice.

2. MATERIALS AND METHODS

2.1. Cohorts and labels

Expression and phenotype data were downloaded from GEO (GSE20685, GSE45827: GPL570; GSE2034,
GSE7390: GPL96). The cohorts do not share a label scheme, so each was analysed with the label it actually
provides (Table 2). No pooled model across cohorts was trained, because the cohorts have no common
ground-truth subtype. In GSE45827, 25 samples without a subtype (non-tumour/other) were excluded from
the within-cohort analyses, leaving 130 tumours; they were kept as extra training classes in the external-
validation run (Sections 2.4 and 3.5).

2.2. Preprocessing

Sample IDs were matched between expression and metadata (all samples matched). Missing values were
checked (none were found). Expression was inspected by boxplots, density plots and PCA; values were
already log2-scale. Probes were mapped to gene symbols using the GPL570/GPL96 annotation and multiple
probes per gene were averaged (or the highest-mean probe retained in GSE45827), giving 13.5k-23.5k genes
per cohort.

2.3. DEG feature selection and models

Data were split 80/20 (stratified, seed 42). Features were chosen by univariate DEG screening on the training
split only, with Benjamini-Hochberg FDR control (GSE20685: 500 genes; GSE45827: 174 genes from the top
50 per subtype; GSE2034 and GSE7390: top 50 genes). Features were standardized with training-fitted
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scalers. Logistic Regression, SVM and Random Forest (500 trees, balanced class weights) were trained and
evaluated on the hold-out set by accuracy, precision, recall, F1 and confusion matrices; accuracy confidence
intervals are Wilson 95% intervals.

2.4. External validation protocol (GSE1456)

The notebook trains on GSE45827 and evaluates once on the U133A samples of GSE1456 (labels mapped
Basal, ERBB2—HER2, Luminal A, Luminal B; Normal Like and No Subtype samples were excluded from
scoring). Genes were matched by official symbol (10,525 shared genes) and no missing gene was zero-filled.
Gene selection (ANOVA F-test, k = 50, 100 or 200; called "DEG-selected" below) and scaling were part of each
model pipeline, and hyper-parameters were tuned by grid search on macro-F1. Logistic Regression, SVM and
Random Forest were compared by nested cross-validation (5 outer, 3 inner folds) on GSE45827 only; the
model with the highest internal macro-F1 was selected, refitted on the whole training cohort (5-fold grid
search) and applied once to GSE1456. Two external normalizations were evaluated, per-cohort z-scoring and
strict scaling with training-cohort means and SDs, together with a PAM50-gene baseline and 1,000-sample
bootstrap intervals (seed 42). All 155 GSE45827 samples were used for training, including the 25 without a
tumour subtype, which were kept as two additional classes (see Section 3.5).

3. RESULTS AND DISCUSSION

3.1. Cohort summary and hold-out performance
Hold-out results for the four within-cohort analyses are summarised in Table 2 and Figures 1-3.

Table 2. Test accuracy (Wilson 95% Cl) and weighted F1 on the 20% hold-out set of each cohort.

Cohort Label n Test n Ma]o.r ity Features LOngUC. SVM Random Forest
baseline Regression
Kao molecular
92.4% (83-97) 90.9% (82-96)  92.4% (83-97)
— 0,
GSE20685 g?)sters (type I 327 66 28.4% 500 F10.924 F10.908 F10.924
PAM-type
100.0% (87— 100.0% (87—
. 0, —
GSE4sgy SUbypes: Basal, 5, o 315% 174 962% (81-99) 4 100)
HER2, Luminal F10.961
. F1 1.000 F1 1.000
A, Luminal B
Bone relapse o 70.7% (58-81) 72.4% (60-82)  79.3% (67-88)
GSE2034 (yes/no) 286 58 75.9% >0 F10.710 F10.724 F10.746
ER status (coded o 80.0% (65-90) 90.0% (77-96)  87.5% (74-95)
GSE7390 1/0) 198 40 67.7% 50 F10.789 F10.898 F10.870
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Figure 1. Hold-out accuracy by cohort and model; black bars are majority-class baselines.
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Figure 2. PCA of GSE20685, GSE45827, GSE2034 and GSE7390 (left to right, top to bottom).
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Figure 3. Confusion matrices: GSE20685 (Logistic Regression), GSE45827 (Random Forest), GSE2034 (Random Forest), GSE7390
(SVM).
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3.2. Per-cohort findings

GSE20685. Logistic Regression and Random Forest reached 92.4% (61/66) and SVM 90.9%; types I-Ill were
classified almost perfectly, while types IV-VI (F1 0.80-0.94) were confused with one another. Selected genes
included SLC39A6, GATA3, XBP1, MLPH and ESR1, consistent with luminal biology.

GSE45827. SVM and Random Forest classified all 26 test tumours correctly and Logistic Regression 25/26. Top
Random Forest genes were ESR1, MIEN1, PGAP3, MLPH, GRB7 and ERBB2 (Figure 4), matching the
luminal/HER2 axis. With only 26 test samples, a perfect score has a lower 95% bound of about 87%.

GSE2034. Random Forest was the best model (79.3%), but this is only 3.4 points above the 75.9% majority
baseline, and its relapse recall was 0.21 (precision 0.75); Logistic Regression and SVM were below baseline
(Figures 4 and 5). Top DEGs were dominated by immunoglobulin and lymphocyte genes (IGKC, IGLC1, CD79A,
CD27), indicating a tumour-infiltrate signal rather than a relapse biology that generalises.

GSE7390. SVM reached 90.0% (36/40) versus a 67.5% baseline; ER-related genes (ESR1, GATA3, TFF1, CA12,
MAPT) led the DEG list, which is expected because the label is ER status.
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Figure 4. Random Forest feature importance for GSE45827 (left) and GSE2034 (right).
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Figure 5. ROC curve, GSE2034.

3.3. External validation on GSE1456

The external analysis applied the model trained on GSE45827 to GSE1456 without any refitting. As run, the
training set contained all 155 GSE45827 samples: basal 41, HER2 30, luminal A 29 and luminal B 30, plus the 25
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samples without a tumour subtype, which were retained as two extra classes ("normal", n=11; "unknown",
n=14) rather than excluded as described in Section 2.1 (see Section 3.5). The cohorts share 10,525 gene
symbols (GSE45827: 14,725 genes; GSE1456 U133A: 13,237 genes, 159 samples). Of the 159 GSE1456
samples, 102 carried a Basal, HER2, luminal A or luminal B label (basal 25, HER2 15, luminal A 39, luminal B 23)
and were scored; 57 Normal-like or No-subtype samples were not scored. Always predicting luminal A would
give 38.2% accuracy, and random guessing among four classes 25%.

Internal nested cross-validation within GSE45827 was high for every model (Table 5). With DEG-selected
genes, SVM reached 97.4% accuracy (macro-F1 0.976), Logistic Regression 96.1% (0.967) and Random Forest
93.5% (0.945); PAM50-only genes gave 91.0-96.8%. SVM had the highest internal macro-F1 and was
therefore designated by the pre-specified rule, not by its external score, as the model to report. The grid
search retained k = 100 genes for every model (the same 100 genes, 17 of them PAM50 genes).

Table 3. External validation on GSE1456 (n=102 labelled tumours; majority baseline 38.2%) of the SVM selected by internal
nested CV in each configuration. Accuracy intervals are bootstrap percentile intervals (1,000 resamples); macro-F1 is averaged
over the four evaluable subtypes and its interval is given for the primary analysis only. Macro AUC is the mean of the four one-
vs-rest AUCs read from Figure 6b and was not computed for the other rows. Row 1 is the primary analysis. Source:
GSE1456_external_metrics.csv and notebook output.

Accuracy (95%  Balanced

Features Normalization Model cn ace Macro-F1 (95% CI) Macro AUC
DEG-selected Cohort z-score SVM 48.0% (38-58) 0.547 0.50 (0.41-0.58) ~0.77
DEG-selected Training scaler SVM 22.5% (15-31) 0.250 0.09 —

PAMS50 genes Cobhort z-score SVM 43.1% (33-53) 0.512 0.46 —

On GSE1456 performance fell sharply (Table 3). The selected SVM with DEG-selected genes and per-cohort z-
scoring classified 49 of 102 tumours correctly (accuracy 48.0%, bootstrap 95% Cl 38-58; balanced accuracy
0.547; macro-F1 0.50, C1 0.41-0.58; weighted F1 0.46), compared with 97.4% in internal cross-validation. This
is 9.8 points above the 38.2% majority-class rate, but the lower bound of the interval sits at that rate, so the
data do not demonstrate a reliable gain over always predicting the commonest class. Logistic Regression and
Random Forest gave similar accuracy (49.0% and 47.1%; Table 5).

Table 4. Per-subtype performance of the selected SVM on GSE1456 (DEG-selected genes, cohort z-score). Confusion matrix,

reference (rows) by predicted (columns: basal, HER2, luminal A, luminal B): basal 22/1/2/0; HER2 1/12/0/2; luminal A 1/0/8/30;
luminal B 11/5/0/7.

Subtype n Precision Recall F1 One-vs-rest AUC
Basal 25 0.63 0.88 0.73 0.90
HER?2 15 0.67 0.80 0.73 0.92
Luminal A 39 0.80 0.21 0.33 0.77
Luminal B 23 0.18 0.30 0.23 0.47
Macro average 102 0.57 0.55 0.50 ~0.77

The errors were systematic rather than diffuse (Table 4, Figure 6a). Basal tumours (recall 0.88, AUC 0.90) and
HER2 tumours (recall 0.80, AUC 0.92) were recognised reasonably well, although 11 of 23 reference luminal B
tumours were called basal and 5 HER2. Luminal A was largely missed: only 8 of 39 were recognised (recall
0.21) and 30 were called luminal B. Luminal B recall was 0.30 and its one-vs-rest AUC was 0.47, no better than
chance (Figure 6b). The luminal A/B boundary therefore did not transfer, whereas the more separable basal
and HER2 classes partly did. The gene panel selected in the training cohort was dominated by proliferation
and cell-cycle genes (for example AURKA, BUB1, CCNB1, CDK1, CDC20 and KIF2C) together with ESR1, ERBB2,
GRB7 and FOXA1. Whether the luminal shift reflects platform and normalization differences, different label
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definitions in the two cohorts (GSE1456 labels were taken from GEO sample metadata and their derivation
was not verified here), or both cannot be separated with these data.

(a) GSE1456 External Validation — Confusion Matrix w (b) GSE1456 ROC curves - SVM
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Figure 6. GSE1456 external validation of the selected SVM: (a) confusion matrix (rows, reference; columns, predicted); (b) one-
vs-rest ROC curves. "normal" and "unknown" are training-only classes with no external samples, so their AUC is undefined.

Normalization mattered more than the choice of model or gene set (Table 5). With strictly leakage-free
scaling (training-cohort means and SDs applied to GSE1456), accuracy with DEG-selected genes collapsed to
5.9% (Logistic Regression), 22.5% (SVM) and 28.4% (Random Forest); the first two are below the 25%
expected by chance. PCA of the raw shared genes separated the two cohorts completely along PC1 (43.5% of
variance; Figure 7a), although mean expression levels were similar (6.88 versus 6.62), indicating a large
platform- or batch-related offset. Per-cohort z-scoring removed this separation (Figure 7b), but it
standardises each cohort with its own gene means and SDs; it uses no test labels, yet it needs a batch of
external samples and is therefore not a single-patient prediction rule.

Table 5. Accuracy (macro-F1) for every model and feature set: internal nested CV in GSE45827 and external testing in GSE1456

(n=102) under two normalizations. External macro-F1 is averaged over the four evaluable subtypes. Bootstrap 95% intervals for
external accuracy are about £10 points (33-61% across the z-scored configurations). The bold row is the primary analysis.

Internal nested CV External, training
Features Model (GSE45827) External, cohort z-score scaler
DEG-selected Logistic Regression 96.1% (0.967) 49.0% (0.51) 5.9% (0.14)
DEG-selected SVM 97.4% (0.976) 48.0% (0.50) 22.5% (0.09)
DEG-selected Random Forest 93.5% (0.945) 47.1% (0.50) 28.4% (0.25)
PAMS50 genes Logistic Regression 94.2% (0.938) 47.1% (0.51) 44.1% (0.43)
PAMBS50 genes SVM 96.8% (0.967) 43.1% (0.46) 50.0% (0.52)
PAMS50 genes Random Forest 91.0% (0.906) 51.0% (0.54) 37.3% (0.29)
(a) Cohort separation before harmonization (b) After per-cohort z-scoring
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Figure 7. PCA of GSE45827 and GSE1456 on the shared genes: (a) before and (b) after per-cohort z-scoring.

A baseline using only the 43 PAM50 genes present in both cohorts was no better than the DEG-selected panel:
43.1-51.0% with cohort z-scoring and 37.3-50.0% with training-cohort scaling. The spread among models
and feature sets under z-scoring (43-51%) is well inside the bootstrap intervals of roughly +10 points, so none
of these configurations can be ranked reliably. The macro-AUC exported by the notebook was not
computable because the two training-only classes have no external samples; Table 3 instead gives the mean
of the four evaluable one-vs-rest AUCs (about 0.77), read from Figure 6b.

4. Discussion

Labels reflecting tumour biology that is strongly encoded in expression (subtype clusters, ER status) were
classified with high accuracy, whereas bone-relapse prediction in GSE2034 barely exceeded the majority
baseline. The small hold-out sets (26-66 samples) make the point estimates imprecise; repeated or nested
cross-validation is preferable. Because label definitions differ by cohort, the numbers are not comparable
across cohorts and do not constitute a pooled multi-cohort subtype classifier.

The external result qualifies the within-cohort figures. Near-perfect hold-out and nested-CV accuracy in
GSE45827 (97.4%) did not carry over to GSE1456 (48.0%), although both are Affymetrix breast-tumour
cohorts with the same subtype vocabulary. Basal and HER2 tumours, which have strong and distinctive
expression signals, partly transferred; the luminal A/B distinction, which rests on a continuous proliferation
gradient and on how each cohort sets its cut-off, did not. Subtype classifiers should therefore be evaluated on
independent cohorts with harmonised labels and a pre-specified normalization, and within-cohort accuracy
should not be read as expected performance elsewhere. Because the external set has 102 tumours, the
confidence intervals span about 20 points, and the training run included two non-tumour classes (see Section
3.5), these numbers are a first external estimate rather than a definitive one.

4.1. Limitations

(i) Single 80/20 splits. (ii) DEG screening used univariate tests, and the number of retained genes differs by
cohort (50-500). (iii) A PAM50 centroid-scoring step in the project's master notebook used randomly
generated placeholder centroids, so its subtype calls were not used here; real PAM50 centroids are required
before PAM50 labels can be assigned to GSE2034 or GSE7390. (iv) In the master notebook the GSE2034
matrix had values in 0-1, suggesting that detection p-values were read instead of intensities, so only the
dataset-specific notebook results are reported. (v) Only the U133A samples of GSE1456 have data matched to
GPL96. (vi) In the external run, the 25 GSE45827 samples without a tumour subtype were kept as two extra
classes ("normal", "unknown") instead of being removed, so the training set (155 samples) differs from the
130 tumours of Section 2.1 and the model could assign samples to classes absent from the external labels; the
run should be repeated on the 130 subtyped tumours. (vii) Per-cohort z-scoring uses the external cohort's
own gene means and SDs (not its labels), and strict training-parameter scaling failed because of a strong
cohort offset. (viii) GSE1456 subtype labels were parsed from GEO sample text and were not verified against
the original publication; they may have been derived differently from the GSE45827 labels. (ix) The
notebook's exported macro-F1 averaged over six class labels, two of which have no external samples; values
in this paper are rescaled to the four evaluable classes, and the notebook did not export a usable macro-AUC.
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5. CONCLUSION

Expression-based models classify subtype and ER labels well on held-out data from the same cohort, but not
relapse. In the independent GSE1456 validation, four-class subtype accuracy fell to 48.0% (95% ClI 38-58)
against a 97.4% internal estimate: basal and HER2 tumours partly transferred, luminal A and B did not, and
results depended strongly on normalization. Cross-cohort subtype classification therefore needs harmonised
labels and normalization before any claim of generalisability.
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BREAST_CANCER_GSE_ID_7390.ipynb — GSE7390 ER-status analysis (Sections 3.1-3.2). Colab:
https://colab.research.google.com/drive/1_hYDyau1z4-EEbTJzuthWjmfcJ6QsaE1?usp=sharing

FINAL_EXTERNAL_VALIDATION_1456_.ipynb — GSE45827—GSE1456 external validation (Section 3.3).
Colab: https://colab.research.google.com/drive/1CQH7 1BQFICIt9He39PE85VW4VuRUgnLf?usp=sharing

Master_pipeline_breast_cancer_dataset_use_gseid___1_.ipynb — Master pipeline notebook (see Section
3.5, itemsiii-iv). Colab: https://colab.research.google.com/drive/1CQH7 1BQFICIt9He39PE8B5VW4VuRUgnLf?

usp=sharing
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